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TL;DR

. We propose DICL, a method to adapt
LLMs for dynamics prediction in MBRL

Problem Setup

« Given a trajectory T = (s, g, 71, S1y - - -, T'T—1, ST—1, A7_1), With
s; € R%, a; = m(s;) € R%, and r; € R, — predict future states s

LLMs for numerical data:

o [IMe series tokenization
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time series rescaled proEpt
o IN-Context Learning (ICL)
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« Sampling the numbers sub-vocabulary Viaum
{P(Xii1|xi, ..., x0) }icr < SOftmax(logits(Vaum))

Motivation: LLMs can perceive time patterns
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» Visualizing Llama 3-8B attention matrices.

Application: Data-augmented off-policy RL

« Augment off-policy RL (e.g. SAC) with DICL-generated
transitions.
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— SAC  — DICL-SAC(a =5%) DICL-SAC(a =10%) — DICL-SAC (a = 25%)
» DICL-SAC improves the convergence speed in the beginning of
training
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Method: Disentangled In-context learning (DICL)

for each component:

, 4

concat

Trajectory T

(Snaﬂn: 1,815+, TT-1, ST—1)

QT}{(dﬁ—dﬂ%—])

p: e.g. PCA
C. # components

h: prediction horizon autoregressive

We solve two main challenges:

\

e Multivariate state d, > 1
e Including the control signal (a;);<7

In practice, We use PCA as the ¢ transformation

- Feature-mixing transformation ¢

Dynamics learning using DICL

HalfCheetah ~ multi-step
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(a) Multi-step error. (b) Predicted trajectories.
-------- groundtruth vICL DICL-(s) DICL-(s, a) MLP

» DICL improves upon the MLP baseline in multi-step prediction error (MSE)
» 1he prediction error gets smaller with 7', the in-context trajectory length

» DICL runs In less time thanks to PCA-enabled dimensionality reduction

(c) Time.
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Zero-shot Model-based Reinforcement Learning using Large Language Models
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Return bound under DICL dynamics

Theorem.

» ' context length, p branching proba, & branch length
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More findings from our paper

HalfCheetah - bfoot

— Ablation study on LLaMA
LLMs.

— DICL for Off-Policy
Evaluation (OPE) !l

- LLMs are well-calibrated %000 025 050 075 1.0
in-context forecasters. quantile

vICL DICL-(s) DICL-(s,a)
ks= 0.07 ks= 0.06 ks= 0.09

Take Home Message

LLMs are powerful foundation models trained on vast amounts

of data
— DICL is an effective way to adapt them to MBRL
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